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The Cloud Conundrum: Are Financial Institutions
Heading for a Catastrophic Disruption Event?

Matthew Ryan @, Glenn Withers

Abstract— This study delves into the escalating risk of a major
disruption event involving Cloud Service Providers (CSPs) within
the global financial system, amidst shifting supplier dynamics and
mounting economic challenges. It focuses on the increasing
dependence of financial institutions on three CSPs for critical
business services, highlighting the emergent issue of "cloud
concentration risks." The paper explores various factors
influencing technological decisions in financial institutions,
including events and the regulatory environment. The advantages
of cloud computing, and the potential risks associated with CSPs
transitioning their business models from growth-centric to value-
oriented strategies are also discussed. Furthermore, CSPs are
contending with rising operational costs and diminishing profit
margins, compelling them to adopt cost-saving measures such as
prolonging the lifecycles of hardware components. This analysis
also considers the implications of potential increases in cloud
computing costs and the financial burden of migrating services,
underscoring significant challenges faced by financial institutions
in this evolving landscape.

Index Terms—cloud, cloud service provider, cybersecurity,
disruption, regulation, risk management.

I. INTRODUCTION

or the last decade, financial institutions have continued
to migrate their critical business operations to Cloud
Service Providers (CSPs) [1, 2], Simultaneously an
important parallel trend has emerged: year-on-year the
volume of significant disruptions incurred by the major CSPs
has continued to rise [3, 4]. The UniSuper incident in 2024,
which led to the accidental deletion of a $100bn financial
institutions entire cloud environment by the CSP [5, 6], is but
one of a rising number of disruption incidents involving CSPs.
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As the global financial system is now reliant on CSP’s, these
incidents and trends prompt critical inquiry: have financial
institutions inadvertently underestimated the risk factors
associated with migrating critical operations to CSPs amidst
shifting supplier dynamics and mounting economic challenges.

This research hypothesizes that the increasing frequency of
disruptions related to CSPs will be further aggravated by the
end of an era characterised by readily available inexpensive
capital [7, 8]. The shifting cost of capital necessitates CSPs
adopt more value-oriented business strategies to reduce their
enormous operating and expansion costs. Such actions, we
contend heightens the probability of catastrophic technology
disruption, imperilling not only the impacted CSP, but also the
stability of the global financial system due to contagion risk.

Historically, the financial services industry has, albeit
unwittingly, been steered by escalating demands from
consumers, shareholders, and regulatory bodies towards the
adoption of public cloud environments to meet their evolving
technological needs. Although financial institutions have the
option to partner with thousands of technology service
providers, when it comes to selecting who will support and host
their material business services, they have been increasingly
gravitating to one of the big three CSPs (Amazon Web Services
(AWS), Microsoft Azure (Azure), or Google Cloud Platform
(GCP)). Material services is a commonly used regulatory term
that is used to define business services, that if compromised or
disrupted, would have the potential to materially impact the
institutions core business operations, reputation, or profitability
[9].

For their ancillary workloads, financial institutions have
also been increasingly partnering with technology-astute third-
party service providers, who themselves are typically
dependent on the same major CSPs (fourth party) to provide
their technology services. This aggregation of services within
three major providers has led to the emergence of what we dub
‘cloud concentration risks' which the Bank of International
Settlements (BASEL) has described as very difficult or
impossible to substitute in case of disruption [10].

Whilst these three CSPs have consistently demonstrated
their resilience to major external events such as natural disasters
and civil unrest, they themselves are not impervious to
disruption events such as the recent UniSuper event [6]. Indeed,
the CSPs themselves cannot be eliminated as a potential source
of future failure, which inadvertently has created a resilience
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paradox [11]. This research contends that by continuing to
increase their level of reliance on these three CSPs, financial
institutions are exacerbating the risk of a single-point-of-failure
event, which could have extensive repercussions on national
and global financial systems. Although the escalation of these
concentration risks has been recognized by regulators and
financial institutions alike [9, 10, 12], there is a growing
realization that the sector may have already irrevocably crossed
the ‘cloud rubicon.’

I1. BACKGROUND TO PUBLIC CLOUD ADOPTION

In the contemporary discourse concerning the governance and
strategic direction of financial institutions, there emerges a
compelling narrative advocating for the integration of public
cloud services. This narrative is underpinned by a confluence
of business imperatives, notably encompassing aspects such as
enhanced performance, resilience, scalability, reduction in
operational expenditures, and the accelerated deployment of
novel products and services. The public cloud paradigm
presents a spectrum of salient advantages; however, as
postulated by Gozman, within the finance sector, these benefits
may inadvertently precipitate a homogeneous strategic
orientation across various regulated entities [13]. Such a
scenario portends a disproportionate dependence within the
financial sector on a limited number of service providers for the
delivery of critical hosting services. This scenario signals an
overreliance within the financial sector on a limited number of
service providers for critical hosting services. This emerging
convergence presents a significant quandary, as these critical
providers often operate beyond the scope or adjacent to most
regulatory frameworks governing the global financial sector,
despite their willingness and financial incentives to comply.
This creates potential systemic vulnerabilities.

Historically, prior to the advent innovative technologies
such as cloud computing, blockchains, and cryptocurrencies it
is observable that major financial institutions have historically
operated under conditions akin to an oligopoly, which in turn
created an environment unconducive to external competition.
This market structure inherently mitigated the influx of external
competitive forces. The dearth of robust competition typically
fosters a strategic alignment among incumbents, culminating in
the homogenization of service offerings and a collective
gravitation towards similar technological methodologies for
service delivery. Despite the prevalent rhetoric of incessant
innovation and evolution within this sector, a more judicious
assessment would characterise technological progress in
financial services as a continuum of incremental advancements
in more or less equilibrium, rather than revolutionary leaps.

I1l. REGULATORY LANDSCAPE

Within the sphere of financial regulation, there is a discernible
dichotomy between the emergence of supplier concentration
risk and the efficacy of ensuing regulatory responses,
particularly in the context of major Cloud Service Providers
(CSPs). It has been observed that European regulatory bodies
exhibit a certain inertia, attributed in part to a rudimentary
comprehension of the intricacies of cloud services [14], with the
exception of the guidance provided by the German Federal

Financial Supervisory Authority (BaFin). This contrasts
markedly with the regulatory landscapes in Singapore and
Australia, where the stasis is not borne of a lack of regulatory
ambition but reflective of the inherent complexities entailed in
devising actionable policies aimed at minimising or managing
such risks. Specifically, the Australian Prudential Regulatory
Authority (APRA) has instituted a rigorous consultation
protocol for regulated entities contemplating the transition of
substantial workloads to public cloud infrastructures. This
procedure aims to scrutinise the entity's preparedness and the
thoroughness of the due diligence process, including the
rationale behind the selection of a particular CSP.

In the event a major financial institution considers engaging
with a lesser-known or non-dominant CSP, it would inevitably
provoke a detailed enquiry into both the underlying rationale
for such a choice and the credentials and track record of the CSP
in question. This is not to imply a pre-emptive dismissal of
alternative CSPs. Rather, it reflects a broader understanding
that seasoned technology regulators typically adopt cautious
and measured approaches, particularly when the decisions
pertain to critical business operations or the management of
sensitive data. This caution is mirrored in the attitudes of many
financial institutions' boards and executive management teams.
Consequently, while the market offers a plethora of alternatives
to the leading CSPs, for technology leaders, opting for one of
the top three CSPs to host significant workloads is often seen as
a safer and more convenient choice. This trend echoes the adage
prevalent across industry at the end of the 20" century: "nobody
ever got fired for buying IBM" [15].

A. The Rational Approach Reconsidered

In an academic analysis of strategic decision-making within
financial institutions, a broader application of rational choice
theory elucidates a consistent trend where senior leaders, in
pursuit of sound and thoughtful strategic choices for substantial
technological investments, concurrently seek to reduce
contention with their governing boards and regulatory bodies.
These actions frequently result in a propensity of leaders to
choose one of the three major CSPs. In a sector like financial
services, plagued by project delays, failures in delivery, and
budget overruns, these three CSPs are distinguished by their
consistent track record of delivering projects within time and
budget constraints, securely, and at scale. Their considerable
size affords them not only the perceived but also their actual
global capacity to mobilize extensive internal specialist
resources as needed.

This scenario leads to an unintended consequence where
financial institutions, in their quest for enhanced resilience,
competitive pricing, and expedited regulatory approvals, find
themselves subtly steered towards adopting one of the major
CSPs. This tendency inadvertently constructs a quasi-
regulatory barrier, making market entry increasingly arduous
for new CSP entrants into the profitable financial sector. While
there are several potential drawbacks to this, a short-term
advantage may be observed in the form of significant cost
reductions for organisations and consumers outside the
financial sector, driven by the intense competition among major
CSPs for market share in finance. However, the long-term
implications are less auspicious, as this intensifies their
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oligopolistic control and, upon the diminution of competition,
poses a substantial risk of transitioning to monopoly-style
pricing strategies.

Moreover, the widely touted benefits of public clouds such
as scalability, flexibility, and cost efficiency — have formed a
persuasive narrative for financial institutions' adoption of
public cloud technology. While these benefits are often
genuine, a more profound exploration reveals another
underlying structural motivator: the transition from capital
expenditure (Capex) models to operating expense (Opex) based
consumption models. This shift not only represents a strategic
realignment but also highlights one of several potential
challenges that financial institutions may encounter should they
contemplate a future disengagement from public cloud
infrastructure.

B. Third-Party Service Providers

The technology landscape within financial institutions can
be characterized as a proliferation of innovative customer
services driven by the imperative of capturing and retaining
market share. Large financial institutions face unrelenting
pressure to deliver these digital services swiftly and reliably.
However, the demand for digital services frequently surpasses
their internal capacities and the offerings of traditional market
suppliers. As a result, large financial institutions have been
compelled to seek new partnerships that extend beyond their
conventional engagements with consulting and technology
service providers.

From a broader supplier perspective, the accessibility of on-
demand, rapidly scalable cloud computing services has
catalysed a paradigm shift. Smaller organizations and third-
party service providers have seized this opportunity to compete
with larger technology service providers, thereby diversifying
the landscape of available suppliers for large financial
institutions. This burgeoning ecosystem of suppliers has
ushered in a new era of collaboration, offering a spectrum of
choices for partnerships and services, which ultimately benefits
the financial industry as a whole.

The adoption of public cloud services in the financial sector
has reshaped the industry, fostering innovation, and
collaboration among financial institutions, third-party service
providers, and smaller entities. The removal of upfront capital
constraints, coupled with the democratization of advanced
technologies, has empowered smaller players to compete
effectively with their larger counterparts. Consequently, the
financial industry is witnessing a proliferation of partnerships
and an enhanced ability to deliver innovative digital services,
ensuring its continued evolution in response to the demands of
the modern era.

IV. METHODOLOGY SELECTION

In this section, we delineate the methodological approach
employed in our research endeavours. An embedded mixed-
methods methodology [16, 17] was judiciously chosen to
facilitate a comprehensive investigation into the intricacies of
cloud concentration risks encountered by financial institutions
and the concomitant economic challenges confronted by CSPs.
This approach seamlessly integrates both quantitative and
qualitative data sources and harnesses the unique position of the

researcher, who had the privilege of conducting fieldwork
within major financial organizations, regulatory bodies, and the
CSPs themselves.

A. Qualitative Component
The qualitative component of our research was underpinned by
an extensive examination of pertinent social media, press

releases emanating from financial institutions, financial
regulators, and industry associations. By virtue of the
researcher's embedded status within various relevant

organizations, an unparalleled vantage point was afforded to
witness and scrutinize interactions among diverse stakeholders.
This access encompassed the perusal of internal documents,
participation in policy discussions, and engagement with expert
opinions.

This multifaceted qualitative data collection process yielded
a wealth of information, enriching our understanding of cloud
concentration risks, migration strategies, and regulatory
apprehensions. This qualitative analysis engendered profound
insights into the perspectives held by the various entities
involved, shedding light on their nuanced viewpoints, which
contributed significantly to the depth of our research findings.

B. Quantitative Component

Conversely, the quantitative dimension of our research
revolved around the systematic acquisition of statistical data
pertaining to cloud service utilization, adoption rates, market
shares, and historical occurrences of disruptions in CSP
services. Our data sources comprised of publicly available
records, financial reports, social media, and repositories
maintained by technology regulators. Employing a diverse
array of statistical techniques, including descriptive statistics,
inferential statistics, and trend analysis, we meticulously
examined these datasets. The aim was to discern discernible
patterns, correlations, and potential risk factors associated with
the phenomenon of cloud concentration within financial
institutions.

The culmination of our quantitative analysis endeavours has
furnished us with valuable insights, which are poised to inform
and guide policymakers and industry stakeholders in their
efforts to navigate the multifaceted terrain of cloud service
adoption within the financial sector. By disentangling the
complexities surrounding cloud concentration risks, we also
offer a foundation upon which strategies and policies may be
formulated to address and mitigate the challenges presented by
this burgeoning paradigm.

V. THE CLOUD HOSTING ENVIRONMENT

The contemporary technological landscape within financial
institutions has undergone a significant evolution, primarily
influenced by the dynamic shifts in supplier relationships. This
evolution is aptly illustrated in a high-level schematic, denoted
as Fig 1. The figure effectively encapsulates the various
components constituting the vertical workload structures
prevalent in financial institutions. Each component within these
structures is distinctly represented by a box, color-coded to
indicate its association with a specific hosting provider. This
schematic  arrangement  facilitates a  comprehensive
understanding of how these components, though individually
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distinct, collectively integrate to form a cohesive system. This
system is characterized by a network of interdependencies,
where each component may rely on another, potentially hosted
externally. These interdependencies are visually represented
through connecting arrows, highlighting the intricate web of
connections that underpin the operational efficacy of the
institution.

The changing supplier dynamic has also led to a modern
technology environment which has been illustrated at high-
level in Fig 1. Within the diagram, each box depicts a
component of a vertical workload within an institution, and
these have been colour-coded based on their hosting provider.
As a collective, these components form a system, whereby each
component is or could be dependent on another component
outside the vertical, which may also be externally hosted, and
this dependency is depicted by the arrows. The key takeaway is
that within modern financial institutions, delivering critical
business services to the customer is dependent on a series of
underlying components being highly available and operating
effectively.

LEGEND
CSPA

............. CSPB

CsP e

Private Cloud
Legacy

________________________

Fig 1. Example Hosting Environment

Despite the volume of technology service providers
increasing, the underlying core hosting infrastructure that those
suppliers are reliant on has continued to converge and
concentrate into the major CSPs. Where a downstream material
dependency exists within a third party, this is commonly
referred to as a fourth party supplier. A fourth party supplier is
an external party that the third-party service provider is reliant
on to deliver their critical business services.

A. The Potential Impact of a CSP Disruption Event

The intricacies of the impact of a significant disruption
within a major CSP warrant meticulous consideration. Such a
disruption might stem from an array of causes, including but not
limited to component failure, configuration errors, or security
breaches. Upon the detection of such an event, the CSP would
invariably engage their immediate response actions. These may
involve efforts to reverse recent operational changes, or where
possible, the redirection of services to alternate availability
Z0nes or regions.

However, this scenario grows more complex if the
disruption proves to be neither swiftly nor easily rectifiable
such as a natural disaster or social unrest. The duration of such
an event may span a day, a week, or even longer, and this raises
significant concerns, such as the potential limits of their
liabilities. It is imperative to acknowledge that many major
CSPs are heavily reliant on their own infrastructural

frameworks. Consequently, a disruption could extend to their
own web services, call centres, and various communication
channels, further exacerbating the situation.

The predictability of the specific services and institutions
that would be affected by such a major CSP disruption remains
a challenge. The repercussions could range from certain
investment banks halting trading activities to disparities in the
operational capabilities among them. Similarly, the impact on
payment systems is another area of concern. The scenario could
see some retailers and customers operating as usual, while
others may face complete incapacitation in processing
payments or conducting monetary transactions.

The potential consequences of a major CSP disruption event
are likely to be extensive, affecting the entire supply chain and
potentially triggering a domino effect across regions and
globally. However, a less understood aspect of such disruptions
is the indirect impact on enterprises. These impacts may occur
even in cases where the enterprise does not directly utilize or
consume services from the affected CSP. As depicted in Fig 2,
we observe contagion risk, which is depicted by in the scenario
by CSP C encountering a major disruption event (represented
as a red crossed box). Notwithstanding the absence of a direct
relationship with this particular CSP, one of the critical business
services of another institution is nonetheless impacted. This
illustrates the complex web of dependencies that characterizes
modern digital infrastructures and the far-reaching effects of
disruptions within them, and their exposure to both
concentration and contagion risks.

B private Cloud
Customer Service

Fig 2. CSP Disruption Event

In the realm of risk management, the possibility of a
significant disruption within a CSP must be viewed as an
extreme, yet plausible event. Despite CSPs implementing
comprehensive measures to mitigate risks associated with
extreme events, including natural disasters, they remain
susceptible to a spectrum of other threats such as cyber-attacks,
component failures, social unrest, and insider threats. The
vulnerability of these systems is candidly acknowledged in
Amazon’s 2021 Annual Report:

“In the past have been, or in the future could be,
damaged or interrupted due to variety of events... and
that any of these events could cause system
interruption, delays, and loss of critical data, and could
prevent us from accepting and fulfilling customer
orders and providing services” [18].
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A particularly concerning admission within the report is the
acknowledgment of their systems’ lack of full redundancy and
the potential insufficiency of their disaster recovery planning.
Furthermore, the report concedes that their insurance coverage
may not be adequate to compensate for the losses associated
with such disruptions [19]. This vulnerability is not unique to
Amazon; Google reported that “our systems are vulnerable to
damage, interference, or interruption... some of our system are
not fully redundant... and some of our data centres are located
in in high-risk areas” [20].

While the ‘big three’ CSPs have not experienced any
prolonged major outages (exceeding 24 hours), there have been
numerous significant disruption events across these platforms.
These events are comprehensively documented in Fig 3, which
has been compiled from the CSP press releases, and a variety
of official CSP health dashboards, media reports, and non-
official event trackers [see 9, 21-25]. The detailed
documentation of these events serves as a testament to the
inherent risks and potential vulnerabilities within the
operational frameworks of major CSPs. It also underscores the
need for robust risk management strategies that can effectively
address and mitigate the impact of such extreme scenarios.

Incidents

Time

S —@&— Azure #— GCP  —@ - Average

AWS \; —&— Totals
Fig 3. Major CSP Disruption Events 2012-2024

Our examination of cloud service-related disruption
incidents since 2019 reveals an exponential increase in volume.
Whilst most of these disruptions have been confined to isolated
services or specific availability zones not widespread global
outages, the downstream ramifications to CSPs customers are
amplifying. This escalation can be attributed to the growing
dependence of both institutions and individual customers on
services hosted and supported by the major CSPs.

This increasing reliance can be observed through Gartner’s
industry analysis as detailed in 'Global Public Cloud Spending
(Gartner, 2021)'. The analysis presents a compelling
guantitative perspective, which indicates a surge in public cloud
services expenditure. This expenditure has escalated from
(USD) $242 billion to $397 billion in three years, a 64 percent
increase in three years [26]. This data not only reflects the
expanding footprint of cloud services in the global market but
also highlights the escalating stakes associated with potential
disruptions in these services. The growth trajectory of cloud
service adoption underscores the criticality of enhancing
resilience and robust contingency planning in CSP
infrastructures to mitigate the impacts of these increasing
incidents.

It is essential to acknowledge a counter perspective to the
prevalent narrative regarding CSPs. This viewpoint posits that
CSPs, perhaps more than any other institution or technology
service provider, are exceptionally equipped to both prevent
and respond effectively to crisis events. However, the primary
objective of this research is not to contest the operational
resiliency of major CSPs in their daily business operations.
Rather, it aims to highlight the implications of the increasing
centralization of critical business services with a limited
number of suppliers, which in turn could amplify the impacts of
any potential disruption event in the future, regardless of its
likelihood or origin.

The ongoing shift towards public cloud services is
significant, with Gartner estimating that the market has grown
from $23.6 billion in 2017 to $563 billion in 2023 [27]. While
the market share distribution among the top three CSPs appears
relatively stable, this stability implies that new entrants into the
CSP market have not been able to capture a noticeable share
from the existing players. This trend not only reinforces the
dominance of the major CSPs but also substantiates the
rationale behind major financial institutions' ongoing
preference for these leading CSPs over alternative providers.
This preference is rooted in the proven stability, reliability, and
resilience that these major CSPs offer, qualities that are
critically important for institutions handling sensitive and high-
stakes operations.

The determination of stock prices remains a multifaceted
process, with sentiment often cited as a key influencing factor
This perspective is supported by various economists who argue
for the substantial role that sentiment plays in stock pricing [see
28, 29]. In exploring this theory, IBM offers a compelling case
study, especially when contrasted against the major CSPs.
IBM's unique position as the largest manufacturer of mainframe
computers, a software vendor, and a CSP itself, places it at a
strategic vantage point in the event of a potential shift in the
financial industry from public cloud to on-premises or private
cloud infrastructures. In such a scenario, IBM could be posited
as a primary beneficiary, particularly due to the anticipated
increase in demand for new hardware.

However, the actual market sentiment, as illustrated in Fig
4, does not currently align with this hypothesis. Despite
significant fluctuations in the stock prices of major CSPs,
market sentiment does not appear to support a potential
transition away from public cloud services. This is evidenced
by IBM's consistent underperformance compared to the three
major CSPs over the past decade. This divergence also suggests
that the market does not anticipate a significant shift away from
public cloud services in the near future, or alternatively it may
not view IBM as the primary beneficiary of such a transition.
The analysis of IBM's stock performance in relation to the
major CSPs offers an intriguing insight into market perceptions
and expectations concerning the future trajectory of cloud
computing and its impact on related industries
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Fig 4. IBM 5-year Comparison

While acknowledging the limitations of this analysis as
somewhat rudimentary, it is crucial to recognize that market
trends represent the collective sentiment and foresight of
investors. As the momentum towards public cloud adoption
continues unabated, especially among large financial
institutions, the feasibility of reverting to non-public cloud
infrastructures appears increasingly impractical. Factors such as
the scarcity of skilled personnel proficient in non-cloud
technologies, the lack of on-demand resources, and the
reversion to capital expenditure (capex) based technology
models, all contribute to this impracticality. Once financial
institutions and their associated service providers commit to
public cloud services for critical operations, they effectively
pass a point of no return, metaphorically crossing the ‘cloud
Rubicon’. This irreversible transition underscores the
entrenched position of public cloud services in the modern
financial sector and the diminishing likelihood of a large-scale
retreat to legacy systems.

V1. ANALYZING THE RISKS AND STRATEGIES IN CLOUD
CONCENTRATION

Astute financial institutions consistently reevaluate their
cybersecurity and technological risk profiles due to various
factors such as incidents, geopolitical conditions, regulatory
requirements, new supplier integration, or the initiation of
transformation projects. Inevitably there comes a moment when
they consider cloud concentration risk and that they may have
significant exposure to it. This section delves into that critical
juncture, exploring the swift and strategic actions management
teams undertake to identify and mitigate the exposure to this
type of risk.

Cloud concentration risk has emerged from a myriad of
incremental technological and regulatory policy changes,
resulting in a consolidation of critical hosting infrastructures
into a handful of CSPs. Over the past decade, many technology
teams have advocated for a transition to public cloud services,
emphasising enhancements in reliability, flexibility, and
security. For board members and executive management of
financial institutions, the recognition of cloud concentration
risk often triggers immediate actions aimed at reducing or
neutralizing this perceived threat. The subsequent sections
discuss various strategies, considerations, and logical
approaches that financial institutions, often in consultation with
external partners, may explore in their attempts to address cloud
concentration risk.

A. Single CSP Strategy

As a mechanism to reduce or eliminate exposure to cloud
concentration risk, an institution may consider hosting all their
technology services with one CSP. Whilst on the surface this
approach reduces the probability of a disruption, in practice it
means that should their specific CSP be impacted, all their
business services could potentially be offline. This strategy also
fails to consider the institution’s potential reliance on third and
fourth-party suppliers, who may be using alternative CSPs. To
eliminate this exposure, the institution would need to control or
mandate the use of a specific CSP for their entire supply chain,
and this is not practical or feasible from a cost perspective for
any large financial institution.

B. Active-Passive Multi-Cloud Approach

Implementing a multi-cloud strategy, where one CSP serves
as the primary and another as a secondary (or ‘warm backup'),
is a common consideration. In this model, only one cloud is
active while the other remains passive. At first glance, this
approach mirrors traditional failover systems, albeit with
different infrastructure hosting providers not just hosting
locations. For organisations that offer only a single critical
business service, such as online gambling, this may be an
expensive but viable approach to achieve resilience. However,
for complex organisations that offer multiple products such as
retail or investment banking, this approach underestimates the
complexities of design and execution, as well as the reliance on
third and fourth-party suppliers. In the event of a failure, a
seamless and immediate transition of all systems, including user
access, data, security controls, and transactions, is required.
Practically, this solution would necessitate maintaining two
distinct cloud environments, which will most likely not be
practically feasible, technically possible, nor cost-effective.

C. Active-Active Multi-Cloud Model

For many, the ideal scenario for resilience is an active-active
multi-cloud environment, where infrastructure, applications,
and services are mirrored in real-time across two independent
CSPs. In the event of a major CSP disruption, operations can
continue seamlessly on the other cloud. While theoretically
achievable, the practicalities, technical complexity, and the
financial implications would be a formidable hurdle for large
financial institutions. The active-active approach entails not
only doubling the total cost of ownership but also encompasses
complex design and continuous data reconciliation and
automated correction processes. Given budget constraints and
the challenge of attracting technological talent, this model may
not be practical nor financially sustainable for any large
financial organisation.

D. Discussion

As potential solutions are explored and often found
unviable, leadership teams are eventually forced to concede that
completely eliminating cloud concentration risk is impractical
without abandoning cloud services entirely. Whilst this may
reduce some of their exposure, it does nothing to address the
risk posed by downstream third or fourth-party suppliers'
reliance’s on CSPs. Although major CSP disruptions are
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considered to be extreme but plausible events, institutions must
weigh this risk against the broader benefits of resilience and
security provided by cloud services — which are significant.
Without the advent of new approaches to reduce or eliminate
cloud concentration risk, regulators and financial institutions
alike must navigate this complex landscape, balancing the
inherent risks of a CSP disruption with the advantages of cloud
services.

VIII. SHIFTING ECONOMIC CONDITIONS

Contrary to the earlier projections of an imminent recession
in the U.S. and globally, the year 2023 did not witness such
economic downturns [30, 31]. However, this does not diminish
the complexity of the current economic environment, which
continues to pose significant challenges for CSPs. Despite
consistent double-digit growth annually, rising interest rates
and inflation have compelled numerous technology companies
to transition from aggressive global expansion to implementing
urgent cost-saving strategies. This shift is evident in the recent
trend of mass layoffs in tech companies, with figures surpassing
150,000 in organizations such as Amazon, Meta, Microsoft,
Google, and Twitter over the past year [32].

For major CSPs, while revenue from cloud computing
services continues to ascend, their operational costs are also
rising. In FY22, Microsoft reported a $15.2 billion (25 percent)
increase in cloud revenue, yet the cost of revenue also surged
by 20 percent. Microsoft anticipates further increases in
operating costs due to planned infrastructure investments,
which could potentially diminish their operating margins [33].
Although the operating income ratios for Microsoft's cloud
segment have remained relatively stable, this includes reduced
capital expenditure from extending the life cycle of products.

Amazon's situation presents a different dynamic. In FY22,
their revenue increased by $22.8 billion (19 percent) to $80
billion, but their operating income slightly decreased from $5.3
billion in FY21 to $5.2 billion. Despite the revenue growth,
operating costs have escalated by nearly $14 billion (24
percent) in FY22, outpacing the growth in operating income
[34]. Unless this trend reverses, it could impede future
expansion strategies as margins begin to weaken in the face of
substantial revenue growth.

At Google (Alphabet), the challenges are more pronounced.
Although cloud revenues grew by $1.8 billion (25 percent) in
FY22, the cloud services division incurred an operating loss of
$480 million [reference 31]. Nevertheless, this loss marks a
significant improvement, continuing a trend of diminishing
deficits for Google Cloud Platform (GCP), which reported
losses of $5.6 billion in FY20 and $3 billion in FY21 [35].
Projecting forward, Google cloud is expected to become
profitable by FY25 based on current trajectories and anticipated
tail revenues from existing cloud customers. However,
Google's Board has cautioned shareholders about the
significant costs associated with building infrastructure and
maintaining a competitive workforce in the CSP market. These
efforts carry inherent risks and uncertainties, as highlighted in
their FY21 annual report, which acknowledges the potential
commercial in viability or inadequate return on investment in
Google Cloud:

“Our investment in Google Cloud ultimately may not
be commercially viable or may not result in an
adequate capital of return, and in pursuing new
strategies, we may incur unanticipated liabilities...
these endeavors may involve significant risks and
uncertainties... that may fail to adequately align
incentivize across the company or otherwise
accomplish their objectives” [20].

The commentary on potential liabilities highlights two
further challenges. The first is that CSPs, like many large
financial institutions may be self-insuring against these types of
risk events. The second is that insurance policies such as cyber
insurance may provide limited or no coverage in these events,
as these types of policies commonly only provide protection
against damage to physical infrastructure. They generally do
not include reputational damages or operating losses, and they
are unlikely to cover the downstream operating losses of a third
party (customer).

In the highly competitive and cost intensive CSP market,
any major disruption, such as a cyber-attack, could have
catastrophic consequences not only for their critical customers,
like financial institutions, but also for the CSPs themselves.
Such incidents could inflict considerable brand damage,
challenging the CSPs' ability to attract market share or increase
service fees. In an environment marked by fierce competition
and rising inflation, enduring prolonged operating losses may
not be a sustainable business strategy for every major CSP. This
underscores the precarious balance CSPs must maintain
between aggressive market expansion and the practicalities of
financial sustainability in an increasingly volatile economic
climate.

A. Product Life Cycles

The concept of a product life cycle is universally recognized
in the realm of hardware and software management. This
lifecycle typically encompasses several stages, including
research and development, launch, maturation, and eventual
decline. Recent developments have seen all three major CSPs
announce an extension of the lifespan of their hardware
components, such as servers and network devices, by at least
one year [36-38]. Our analysis suggests that these decisions are
likely driven by cost-saving measures rather than improvements
in hardware reliability, introducing potential risks associated
with extended usage beyond traditional lifespans.

Determining the specific life cycle expectancies for
hardware components used by these CSPs in their own data
centres is challenging, as these components are not
commercially available. However, by employing a parallel
analysis technique, we can approximate their lifespans. This
approach involves analysing commercially available hardware
components produced [36] by the CSPs and comparing them
with those from other major manufacturers, including HP, IBM,
and Dell. Our study reveals that all these manufacturers
typically offer at least a one-year limited warranty on their
products, with a majority extending this warranty to two or
three years. Some exceptions include products that come with
up to five years of warranty, particularly those sold to federal
government clients [39, 40].
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This comparative analysis enables us to infer the likely
product lifespans within CSP data centres, albeit indirectly. It
raises pertinent questions about the implications of extending
the use of hardware components beyond their conventional
lifecycle, especially in the high-demand environments of CSP
data centres. Such extensions, while financially expedient, may
carry inherent risks and require careful consideration of
reliability and performance implications over the extended
period.

The strategic choice by CSPs to prolong the lifecycles of
their internal products presents a paradoxical situation for their
stakeholders. Notably, a study by Liu and Cho (2012) into
Google’s Data Centres revealed a homogeneity in server
specifications regarding CPU and memory capacity [41]. This
raises a critical question: if extending product lifespans is both
safe and cost-effective, why was this practice not adopted
earlier? The prior approach of replacing large quantities of
hardware, which was still unlikely to fail, might seem
financially irresponsible.

Leveson’s research offers a conceivable rationale for this
shift [reference 38]. Given the rapid pace of technological
advancement, there may not be the luxury of exhaustively
testing systems and designs to fully comprehend all potential
behaviours and risks before their commercial or scientific
deployment. Consequently, it is conceivable that new data
might have emerged, suggesting lower failure rates beyond
initial product lifecycle expectations. This possibility is
reflected in Google's FY22 annual report, which mentions a
reassessment conducted in January 2023 leading to the
extension of server and network equipment lifespans to six
years, potentially saving an estimated $3.4 billion annually for
FY23 [42].

However, the likelihood of new data being the sole impetus
for this decision becomes less convincing when considering
that all three major CSPs have made similar decisions almost
simultaneously, despite using diverse products. This decision
timings also coincide with diminishing CSP profits and a
challenging global economic climate, suggesting alternative
motivations. As illustrated in Fig 5, a more probable
explanation for the CSPs’ decision to extend the lifespan of data
centre hardware is to decrease operating expenses by reducing
annual capital expenditures. By prolonging a product's lifecycle
from three to five years, CSPs could potentially cut capital
expenditure costs by up to 40 percent, assuming no increases in
hardware failures. This approach aligns with a strategic
financial decision in response to economic pressures, rather
than an innovation-driven move based on new technological
insights.

Annualised
Capital
Expenditure

3-Year

4-Year
3-Year

To Ty T2 Time

Fig 5. CSP Annualized Capital Expenditure

The decision by Cloud Service Providers to extend the
lifespan of essential data centre components, including servers
and network devices, entails a range of inherent risks. These
risks encompass an increased likelihood of component failure,
performance degradation, compatibility challenges, and
escalated maintenance costs. Furthermore, the use of aging
hardware can lead to higher operational costs. Older equipment
typically exhibits slower processing speeds, necessitating the
deployment of more units. They also require more physical
space per input/output operation and generate increased heat,
subsequently elevating cooling expenses.

Our analysis, as depicted in Fig 5, indicates that these
aggregated risks are being accepted in exchange for a maximum
annualized cost saving of 8 percent per annum over a five-year
period. This strategic decision reflects a complex balancing act
between financial efficiency and the potential for escalated
operational challenges and costs. It underscores the trade-offs
that CSPs must navigate when extending the service life of
critical data centre infrastructure, where the pursuit of
immediate cost savings may potentially be offset by longer-
term risks and inefficiencies.

B. Resourcing Challenges

Organisations, particularly financial institutions, often devise
business continuity plans that readily envisage and prepare for
disasters such as fires, floods, or earthquakes. These plans
typically encompass strategies for maintaining critical services
amidst  disruptions in utilities like electricity or
telecommunications and in response to natural elements like
wind, water, snow, or fire. However, contingencies for atypical
scenarios, such as abnormal temperatures or water scarcity, are
less frequently considered. Yet, these were the principal causes
of multiple incidents highlighted in Fig 3.

As CSPs expand their global infrastructure, they inevitably
face compromises regarding the locations of their Data Centres.
Achieving optimal conditions in every desired location is not
feasible, either geographically or financially. CSP Data Centre
sites are thus susceptible to a myriad of potential location-based
risks, ranging from unreliable critical infrastructure and latency
issues to man-made threats (such as proximity to airports) and
stringent regulatory requirements.

The scale of CSPs' expansion is further underscored by
Monserrate's (2022) argument that CSPs now have a larger
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carbon footprint than the airline industry. The energy
consumption of a single data centre can rival that of 50,000
homes. Collectively, data centres consume approximately 200
terawatt hours (TWh) annually, surpassing the energy usage of
some countries [43]. Monserrate also points out the significant
resource demands of these facilities. For instance, the Utah Data
Centre, operated by the U.S. National Security Agency (NSA),
necessitates 26 million litres of water daily for its functioning
[44]. As CSPs increasingly venture into geographies with
higher resource risks, they inadvertently introduce additional
potential points of failure in their operations. This expansion
into resource-constrained environments not only accentuates
the infrastructural challenges but also highlights the
environmental and sustainability implications of such large-
scale operations.

C. Additional Observations

An ancillary aspect of this research, highlighted the
potential impact of escalating operational costs and inflation on
financial institutions [45], particularly as they approach the
termination of their existing contracts with CSPs. Financial
institutions typically favour long-term stability in their
infrastructure, a preference influenced by the high costs
associated with migration and specific workforce compositions.
As a result, many have committed to multi-year contracts
(ranging from 3 to 10 years) with CSPs, which are usually
fixed-rate rather than floating-rate agreements. However, with
the steep rise in operating costs, the expenses incurred by CSPs
in delivering services to institutional clients may now surpass
the revenue generated.

This raises intriguing questions about the implications at the
conclusion of these contracts. Will this lead to an increase in
service costs, or will the intense competition in the CSP market
act as a buffer, keeping prices in check? This situation also
implies that for financial institutions, the costs associated with
transitioning to a new cloud provider or migrating to another
cloud platform in the forthcoming years are likely to rise
substantially, diverging from the recent trend of gradually
decreasing CSP prices.

I1X. CONCLUSION

This research highlights the strategic challenges that
regulators and financial institutions must confront to manage
cloud concentration and contagion risk effectively within the
global financial system. Despite regulatory efforts to mitigate
these risks, a risk-averse environment persists, inadvertently
promoting the consolidation of critical assets and services
within a few major CSPs. While strategies exist to reduce cloud
concentration risk, they are impractical and financially
unfeasible for large financial institutions who are reliant on a
network of third-party providers — who themselves are
materially dependent on the same underlying CSPs. This
challenge also presents an interesting pathway for future
research to explore the development of more resilient and
potentially true multiple cloud architectures.

The end of inexpensive capital has created divergent
dynamics between CSPs and their institutional clients.
Financial institutions are directly increasingly centralising their

hosting services with major CSPs, and indirectly through
outsourcing. As financial institutions near the end of their
current CSP contracts, they will likely face substantial financial
challenges due to increased operating costs and higher renewal
charges. The prospect of switching CSPs is also daunting due
to the substantial effort and migration costs already incurred by
financial institutions to migrate to public cloud [45]. In contrast,
CSPs are implementing cost-cutting measures and extending
product lifecycles to strengthen their financial positions, despite
rising incident volumes. These measures, aimed at reducing
operating costs, introduce structural vulnerabilities to major
security and disruption events which could in turn materially
challenge both the limited liability and/or the survivability of
both the CSP and their institutional customers.
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